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Over the past three decades, computer networks have dramatically altered the way in which 
people live and work.  Networked computer systems built over the Internet infrastructure are 
playing an increasingly important role in society, with the result that the infrastructure has 
become a critical utility much like the world’s power grids or transportation systems. The past 
few years have also seen a dramatic increase in the diversity of networked devices, with a variety 
of mobile computing devices and sensors communicating over wireless channels poised to 
become first-class citizens of the global network infrastructure over the next few years. 
Even as recently as a decade ago, the failure of an Internet-based system would have been a 
relatively minor annoyance.  Today, however, such failures have an enormous cost, make news 
headlines, and, above all, have serious consequences on our society.  The coming years will see 
the reach of the Internet extending wider than ever before, and together with this increasing reach 
will come a need for robust operation far more stringent than in the past.  These dual trends, one 
a “technology push” toward pervasiveness driven by the integration of computing, wireless 
communication, and sensing technologies on small devices, and the other a “demand pull” driven 
by the use of networks as a critical component of the world’s information systems, form the 
backdrop for my research.   

My research is in the design, analysis, implementation, and experimental evaluation of 
networked computer systems.  The central question driving much of my work is this: “What are 
the principles underlying the design of robust and pervasive networked computer systems?”  
Over the past several years, I have been working with students at M.I.T. and other collaborators 
on projects motivated by this question.   
Because real-world networked systems are complex, answering this question requires careful 
system design, real implementation, and rigorous experimental evaluation.  My research methods 
also include theoretical analysis (where possible) and simulation (particularly driven from real-
world data traces) to inform or validate the design, and to explain experimental results.  By 
analyzing and evaluating ideas in the context of a practical design and working implementation, 
we gain a fundamental understanding of why certain techniques work and others do not.  By 
investigating a variety of networked systems, we seek to determine common, unifying themes 
and principles that rise above the details of particular systems. 
Much of my research includes instantiating and deploying the ideas we develop in working 
systems.  In addition to papers, I usually release these systems to other researchers and 
practitioners, my preferred mode of transferring technology and research results to the real 
world.  Some of these systems have a real user community (e.g., the Cricket indoor location 
system, in use by many hundreds of groups in 16 countries, the rcc fault detection tool, in use by 
dozens of network operators around the world, and the MONET web proxy system, in daily use 
by dozens of web users), while several others have strongly influenced subsequent research, 
engineering and commercial practice, and Internet standards. 
My interests and contributions span a wide range of networked computer systems, including 
overlay networks, distributed hash tables, Internet routing, congestion control, wireless and 
mobile networks, sensor computing, network measurements, and data stream processing systems.  
The rest of this statement summarizes my main research contributions in some of these areas, 
teaching and service activities, and future plans.  References to papers are given in parentheses; 
detailed citations may be found in the complete list of publications. 
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Research activities and contributions 
RON (Resilient Overlay Network), developed with David Andersen, Frans Kaashoek, and 
Robert Morris, improves the resilience of distributed Internet applications to Internet path 
failures.  These applications run on an overlay network distributed across the Internet, using the 
underlying Internet paths between any pair of nodes as the “link” between them.  When the 
direct Internet path between two nodes is bad (because of failures, congestion, or attacks), RON 
forwards packets via one or more intermediate nodes, using measured path characteristics 
between nodes as “link” metrics to optimize routing.  Our experiments conducted over two years 
show that RON reduces observed failure rates by a factor or ten (or more). The RON paper 
(SOSP 2001) is one of the most cited papers in computer systems in recent years, and has 
inspired commercial approaches to Web content distribution and data center replication.  The 
RON test-bed, which continues to run today five years after its conception, has over 30 
international sites, and has been extensively used by other researchers. 
MONET (Multi-homed Overlay Network), developed with David Andersen and Frans 
Kaashoek, is a Web proxy system that improves client availability to Web sites using a 
combination of link multi-homing (multiple physical links) and a cooperative overlay network of 
peer proxies. This approach creates many potential paths between clients and Web sites, 
requiring a scalable path selection algorithm (the “waypoint selection” algorithm).  Experiments 
based on real user traces show that observed failure rates reduce by a factor of 8 or more (NSDI 
2005). MONET has been in use by real users for over 18 months now and has been deployed at 
multiple sites. These deployments have over 50 active users who use the system every day. 
Chord, developed with Frans Kaashoek, David Karger, Robert Morris, and Ion Stoica, is a wide-
area lookup service that implements a distributed hash table (DHT): Given a bit-string key, it 
finds the node responsible for the key in logarithmic time and node state (SIGCOMM 2001).  In 
subsequent work with David Karger and David Liben-Nowell (PODC 2002), we analyzed how 
much maintenance traffic is required to maintain a “good” DHT topology when nodes arbitrarily 
join and leave, causing “churn”.  We showed that the answer depends on the “half-life” of the 
system, the time it takes the number of nodes in the system to change by a factor of two. 
 
The journal version of the Chord paper won the IEEE Communication Society’s 2004 Bennett 
Prize, and Chord is among the two or three most cited papers in computer science over the past 
few years.  Chord (together with contemporaneous DHT proposals such as CAN, Pastry, and 
Tapestry) has had a strong impact on the research community: in addition to inspiring numerous 
other DHT proposals, this work led to an on-going multi-institution collaboration, Project IRIS. 
 
In the IRIS project, my primary focus has been on moving beyond the peer-to-peer applications 
that inspired Chord. With Scott Shenker and Mike Walfish, I have been exploring how DHTs 
can improve Internet architecture.  DHTs have pioneered a scalable way to resolve flat names 
(unstructured keys).  Non-hierarchical flat names don’t impose any structure on the entities they 
refer to, implying that the referents can be placed anywhere in the network or be replicated 
without their names changing.  Flat names are a powerful way to name network nodes, network 
services, and data (SIGCOMM 2004).  Two systems, SFR and DOA, highlight this power.   
 
SFR (Semantic-Free Referencing) shows that DHTs can be used successfully to build a World 
Wide Web without the Domain Name System.  In an SFR-based web, broken web links are rare, 
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content replication becomes easy, content can easily migrate between servers, and the current 
pressure on DNS, caused by “name branding”, may be greatly reduced (NSDI 2004). 
 
DOA (Delegation-Oriented Architecture) seeks to make network “middleboxes”, such as 
address translators (NATs) and firewalls, first-class Internet citizens.  The usual reaction among 
network architects to these middleboxes is both scorn (because they violate current architectural 
principles) and dismay (these violations reduce flexibility). But because middleboxes serve 
important functions, they are likely to remain in the Internet for a long time. DOA not only 
allows, but also facilitates, the deployment of middleboxes in a principled way (OSDI 2004). 
 
Verifiable Internet routing: Nick Feamster and I have worked on a number of ways to improve 
the robustness of the Internet’s routing system. Internet routing is complicated because the 
independent networks compete with one another for customers, but must also cooperate to 
provide global connectivity. In practice, the behavior of Internet routing depends more on the 
configurations in routers (“routing policy”), than on the routing protocol itself.  Our first 
contribution is a correctness specification for Internet routing (SIGCOMM FDNA 2003).  We 
use this specification in the design of rcc, the router configuration checker, which finds faults in 
a network’s BGP configuration using static analysis (NSDI 2005 best paper award).  rcc enables 
network operators to proactively test and debug configurations before deploying them in an 
operational network.  rcc has been downloaded by more than 70 network operators to date and 
we have received many positive testimonials from them.  rcc has found a wide variety of faults in 
17 operational networks, including large nation-wide ones. 

An important property, safety (the absence of persistent route oscillations), depends on 
interactions between different networks. Nick Feamster, Ramesh Johari, and I proved a 
fundamental result for policy routing: one can’t achieve autonomy, expressiveness, and safety 
simultaneously. We derived conditions that guarantee autonomy and safety (SIGCOMM 2005). 

Infranet, developed with David Karger, Nick Feamster and Magdalena Balazinska, is a system 
to circumvent Web censorship and surveillance, which are becoming disturbingly common (e.g., 
China, Iran, Saudi Arabia, many companies).  Infranet uses accesses to sites on the Web deemed 
legitimate by a censor to create a covert channel out of permitted HTTP sessions. We designed 
efficient algorithms for covert communication, while preserving a certain degree of covertness 
(statistical deniability).  In contrast to previous systems, Infranet circumvents censorship by 
providing both covertness and confidentiality (Usenix Security 2002 best student paper). 
Cricket, developed with Bodhi Priyantha and others, is an accurate indoor location system. In 
Cricket, ceiling or wall-mounted beacons send periodic chirps on a radio frequency (RF) 
channel, providing location information to listeners.  The listener attached to a host device (e.g., 
mobile handheld, portable laptop, sensor, etc.) estimates its distance from each beacon it hears, 
using these distances to infer its location.  To enable distance estimation, each beacon sends an 
ultrasonic (US) pulse at the same time as the RF message; the listener estimates the distance by 
observing the time lag between the arrival of the RF and US signals.  Because the listeners are 
passive, the system scales well, and user privacy is not easily compromised.  Cricket has had 
considerable impact, influencing much subsequent research and engineering practice (the 
original MobiCom 2000 paper has been cited by about 500 other papers and two other papers are 
cited by more than 150).  Its software and hardware design have been released as open source, 
and nearly 15,000 units (as of July 2005) of a commercial release are in use at hundreds of 
universities, companies, and research labs in at least 16 different countries around the world. 
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Localization: The localization problem is to determine an assignment of coordinates to nodes in 
a wireless sensor network that is consistent with their physical layout. Most previous solutions to 
this problem assume that the nodes can obtain pairwise distances to other nearby nodes using 
pairwise ranging. Because of obstructions and lack of reliable omni-directional ranging, this 
distance information is hard to obtain in practice.  Even when pairwise distances between nearby 
nodes are known, there may be no unique solution.  With Bodhi Priyantha, Erik Demaine, and 
Seth Teller, I developed a mobile-assisted, anchor-free localization algorithm (Infocom 2005).  
Here, a mobile user or robot moves with a ranging device through a field of nodes, measuring 
distances between the fixed nodes and the mobile one until these distance constraints form a 
globally rigid structure that guarantees a unique localization.  We show how to guide the mobile 
device’s movement, and demonstrate remarkably accurate results in Cricket-based experiments. 
 
Energy-efficient wireless protocols: Wireless sensor networks and networks of mobile devices 
require energy-efficient protocols, because they will often be used in places that do not have 
power lines.  Span (with Benjie Chen, Kyle Jamieson, and Robert Morris; MobiCom 2001) is a 
distributed topology control scheme where nodes cooperate with each other, making local 
decisions on whether to sleep or be awake to forward packets, while ensuring the global property 
of a capacity-preserving network. LEACH (with Wendi Heinzelman and Anantha Chandrakasan) 
was one of the earliest distributed clustering protocols for sensor networks.   The Bounded 
Slowdown (BSD) protocol (with Ronny Krashinsky) shows how to improve the lifetime of a 
battery-operated mobile device in the context of Web downloads (MobiCom 2002).  BSD forms 
a key component of Nokia’s “energy architecture” for their future mobile telephone platform. 

Wireless performance: It is well known that wireless channels pose a number of problems to 
reliable data transmission because of factors such as channel interference, fading, noise, etc.  I 
have worked on various ways to improve wireless network performance, including my PhD 
dissertation on wireless TCP, and the Fusion congestion control scheme for sensor networks 
(SenSys 2004). My most recent contribution to the area is the MRD (Multi-Radio Diversity) 
system, developed with Allen Miu and Emre Koksal (MobiCom 2005; one of three “best paper 
candidates”).  MRD harnesses the power of multiple radios: when multiple radios located at 
different places all observe the same transmission, they can collaborate with one another to 
produce the correct version of the data, even each individual version is incorrect. This frame 
combining problem is NP-complete, but we show that a simple block-based combination 
procedure works well in practice in our 802.11a test-bed. 
Stream processing:  The next few years will see sensor networks generating huge amounts of 
data that need to be processed and analyzed, often in real-time.  With Magdalena Balazinska, 
Mike Stonebraker, Sam Madden, and others, I have been working on distributed stream 
processing (Medusa and Borealis).  My focus has been on fault-tolerance using state machine 
replication, showing for the first time a scheme that can handle network partitions (SIGMOD 
2005), and distributed load management using fixed-price offline contracts (NSDI 2004).  Given 
the recent commercial activity on stream processing, I expect these results (particularly on fault-
tolerance) to have real-world impact in the next few years. 
Educational activities 
I teach courses on computer networks and computer systems engineering. My teaching 
philosophy and methods are driven by the goal to empower students to do new things.  This 
empowerment is important to ensure that our graduates will lead and drive tomorrow's 
innovation.  At the undergraduate level, I teach (with Frans Kaashoek and others) the computer 
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systems course (6.033).  This course focuses on teaching important design principles, and on 
translating and applying these principles to real-world problems by designing new systems.  At 
the graduate level, I teach a course on computer networks (6.829).  I believe that a graduate 
course in networking should involve a significant and serious term-long research project, where 
students learn to do research.  This approach has worked well in 6.829; over the past seven years, 
many student papers from the class have later been published at conferences. 

An exciting and fulfilling aspect of my job is that it gives me the opportunity to work closely 
with some truly outstanding and talented students.  I am proud to have mentored, advised, and 
collaborated with the following PhDs: Wendi Heinzelman (now at Rochester), Alex Snoeren 
(now at UCSD), David Andersen (now at CMU), Bodhi Priyantha (now at Microsoft Research), 
Nick Feamster (now at Georgia Tech), and Magdalena Balazinska (soon to join the University of 
Washington).  I am also proud of my many Master’s students, who now work at some of the top 
technology and financial services companies in the country. 
Future plans 
Each project I’ve worked on has involved, at its core, one or more of the following themes: 
1. Reliable systems from unreliable components: RON and MONET, multi-radio systems, 

Infranet, and stream processing all replicate various subsystems to make a bigger system 
more reliable. The overarching goal in these systems has been to make replication 
inexpensive to use in practice. 

2. Global behavior from local algorithms: In many complex networked systems, achieving a 
desired global behavior depends on being able to devise the right local rules for each 
participant to follow.  Examples include the Chord DHT, rcc for verifiable Internet routing, 
Cricket’s localization algorithm, and various energy-efficient protocols. 

3. Large systems with flat names: An increasing number of systems that I’m working on benefit 
from the power of flat names, avoiding the problems caused by “name fragility” that plague 
many large distributed systems. 

I expect these themes to characterize my future work as well.  Over the next few years, I plan to 
work on developing a fault-tolerant architecture for large-scale Internet routing based on flat 
names; a secure network architecture to thwart denial-of-service attacks; and systems to control 
spam and “phishing”.  In the area of sensor networks, my interests are in intermittently 
connected, mobile sensor networks that exhibit high data rates; one such project is CarTel, a 
sensor computing platform for automotive applications.  I am also interested in designing fault-
tolerant data base systems, and systems to cope with the massive amounts of information being 
thrown at people daily (personal information management). I expect new themes to emerge from 
all these projects (e.g., ways to use statistical machine learning in system design)


